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Machine Learning Paradigms

Immagine you have a certain experience E, i.e., data, and let’s name it

• Supervised learning: given the desired outputs                           learn to 

produce the correct output given a new set of input

• Unsupervised learning: exploit regularities in     to build a representation

to be used for reasoning or prediction

• Reinforcement learning: producing actions                             which affect

the environment, and receiving rewards                         learn to act in order 

to maximize rewards in the long term

𝐷 = 𝑥1, 𝑥2, 𝑥3, … , 𝑥𝑁

𝑡1, 𝑡2, 𝑡3, … , 𝑡𝑁

𝐷

𝑎1, 𝑎2, 𝑎3, … , 𝑎𝑁
𝑟1, 𝑟2, 𝑟3, … , 𝑟𝑁

We will focus on 

Clustering …
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What is clustering?
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Clustering definition(s)

“The process of organizing objects into groups 
whose members are similar in some way”

J.A. Hartigan, 1975

“An algorithm by which objects are grouped in classes, 
so that intra-class similarity is maximized and 

inter-class similarity is minimized”
J. Han and M. Kamber, 2000

“... grouping or segmenting a collection of objects into subsets or clusters, such 
that those within each cluster are more closely related to one another than 

objects assigned to different clusters”
T. Hastie, R. Tibshirani, J. Friedman, 2009

4
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Brief insights about Clustering 

Clustering is an unsupervised learning algorithm

• “Exploit regularities in the inputs to build a representation that can be used for 

reasoning or prediction”

Among the possible unsupervised models it focuses on: 

• Groups/Classes (vs outliers)

• Distance/Similarity

What clustering is useful for:

• Data reduction (representatives for homogeneous groups)

• Natural data types (unknown properties of “natural” clusters)

• Useful data classes (useful and suitable groupings)

• Outlier detection (unusual data objects)

This all is embedded in the 

distance or similarity used
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Clustering ... what are we looking for?

Cluster: a collection of objects which are “similar” between them and are 

“dissimilar” to the objects belonging to other clusters

A good clustering method will produce high quality clusters with

• High intra-class similarity

• Low inter-class similarity 

If (dis)similarity criterion is 

distance we have distance-

based clustering.
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Clustering ... what are we looking for?

Cluster: a collection of objects which are “similar” between them and are 

“dissimilar” to the objects belonging to other clusters

A good clustering method will produce high quality clusters with

• High intra-class similarity

• Low inter-class similarity 

The clustering result depends on a similarity measure:

• One numeric attribute A -> Distance(X,Y) = A(X) – A(Y)

• Several numeric attributes -> Distance(X,Y) = Euclidean distance 𝑋 − 𝑌 2

• Nominal attributes -> Hamming distance (X,Y) = if different 1, else 0

• …

If (dis)similarity criterion is 

distance we have distance-

based clustering.

Cosine similarity, 

Pearson correlation, 

Levenstain distance …
Attributes might be 

weighted too …
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What about Euclidean distance?

The goal of clustering is to determine the intrinsic grouping in a set of 

unlabeled data. But there is no absolute “best” criterion which would be 

independent of the final aim of the clustering. It is the user which must 

supply the criterion through a distance measure.

With numerical data, in higher dimensions, we could also use the so 

called Minkowski Metric:

Euclidean distance is a special case where p = 2, the Manhattan distance 

has p = 1, and the Max distance has p = ∞.

𝑑𝑝 𝑥𝑖 , 𝑥𝑗 = σ𝑙=1
𝐿 𝑥𝑖

(𝑙)
− 𝑥2

(𝑙) 𝑝 1/𝑝

Very sensitive to 

scaling …
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What about Euclidean distance?

The goal of clustering is to determine the intrinsic grouping in a set of 

unlabeled data. But there is no absolute “best” criterion which would be 

independent of the final aim of the clustering. It is the user which must 

supply the criterion through a distance measure.
These are the same 

data !!!!
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Applications for Clustering

Biology and natural sciences

• Grouping of plants and animals given their features

Market research

• Groups of similar customers for targeted advertising

• Identify frauds by innsurance, telephone companies

On the Web

• Document classification

• Discover groups of similar access patterns in logs

• Recommendation systems: "If you liked this, 

you might also like that” (http://www.gnod.com/)

Any other 

suggestion?

http://www.gnod.com/
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doi: https://doi.org/10.1371/journal.pone.0092202.g005

https://doi.org/10.1371/journal.pone.0092202.g005
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Cluster/Clustering Characteristics

Different data types:

• Symbols 

• Numbers

• …

Different metrics:

• Euclidean

• real-valued dimensions

• "dense" points in some space

• notion of average of two points

• Non-Euclidean

• based on properties of points
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A Brief Clustering Taxonomy

Clustering methods can be divided in two main typologies

Hierarchical Clustering: division of samples in a hierarchy of clusters

• Bottom-up or agglomerative

• Top-down

Partitioning Clustering: division of the data into 𝑘 clusters

Resulting Clusters can be:

• Exclusive Clusters: examples belong to only one cluster

• Overlapping Clusters: examples may belong to more clusters

• Probabilistic Clusters: examples belong to one cluster with certain probability
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doi: https://doi.org/10.1371/journal.pone.0092202.g005

This is hierarchical 

clustering!

Pearson Correlation has 

be used as similarity …

https://doi.org/10.1371/journal.pone.0092202.g005
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Bottom up approach

Given 𝑁 items to be clustered, and an 𝑁 × N distance (or similarity) 

matrix, follow the following algorithm (S.C. Johnson 1967):
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Bottom up approach

Given 𝑁 items to be clustered, and an 𝑁 × N distance (or similarity) 

matrix, follow the following algorithm (S.C. Johnson 1967):
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doi: https://doi.org/10.1371/journal.pone.0092202.g005

https://doi.org/10.1371/journal.pone.0092202.g005
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doi: https://doi.org/10.1371/journal.pone.0092202.g005

https://doi.org/10.1371/journal.pone.0092202.g005
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doi: https://doi.org/10.1371/journal.pone.0092202.g005

https://doi.org/10.1371/journal.pone.0092202.g005
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doi: https://doi.org/10.1371/journal.pone.0092202.g005

Can be performed on 

columns o on rows

https://doi.org/10.1371/journal.pone.0092202.g005
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Bottom up approach

Given 𝑁 items to be clustered, and an 𝑁 × N distance (or similarity) 

matrix, follow the following algorithm (S.C. Johnson 1967):
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Bottom up approach

Given 𝑁 items to be clustered, and an 𝑁 × N distance (or similarity) 

matrix, follow the following algorithm (S.C. Johnson 1967):



26

Hierarchical clustering example
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Hierarchical clustering example
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Hierarchical clustering example



29

Hierarchical clustering example
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Hierarchical clustering example
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Strengths and Weaknesses of Single Linkage 

Pros: 

• Can handle non elliptical shapes

Cons:

• Sensitive to noise and outliers
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Bottom up approach

Given 𝑁 items to be clustered, and an 𝑁 × N distance (or similarity) 

matrix, follow the following algorithm (S.C. Johnson 1967):
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Strengths and Weaknesses of Complete Linkage 

Pros: 

• Robust to noise and outliers

Cons:

• Breaks large clusters

• Biased to globular clusters
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Bottom up approach

Given 𝑁 items to be clustered, and an 𝑁 × N distance (or similarity) 

matrix, follow the following algorithm (S.C. Johnson 1967):
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Bottom up approach

Given 𝑁 items to be clustered, and an 𝑁 × N distance (or similarity) 

matrix, follow the following algorithm (S.C. Johnson 1967):
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Bottom up approach

Given 𝑁 items to be clustered, and an 𝑁 × N distance (or similarity) 

matrix, follow the following algorithm (S.C. Johnson 1967):
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Bottom up approach

Given 𝑁 items to be clustered, and an 𝑁 × N distance (or similarity) 

matrix, follow the following algorithm (S.C. Johnson 1967):
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Bottom up approach

Given 𝑁 items to be clustered, and an 𝑁 × N distance (or similarity) 

matrix, follow the following algorithm (S.C. Johnson 1967):
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Bottom up approach

Given 𝑁 items to be clustered, and an 𝑁 × N distance (or similarity) 

matrix, follow the following algorithm (S.C. Johnson 1967):
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Bottom up approach

Given 𝑁 items to be clustered, and an 𝑁 × N distance (or similarity) 

matrix, follow the following algorithm (S.C. Johnson 1967):
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Bottom up approach

Given 𝑁 items to be clustered, and an 𝑁 × N distance (or similarity) 

matrix, follow the following algorithm (S.C. Johnson 1967):
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Hierarchical clustering wrap-up (and alternative)

Bottom up Hierarchical Clustering

• Start with single-instance clusters and, at each step, join two closest clusters 

• Need do decide about distance between clusters

• They do not scale well, complexity up to 𝑂(𝑁3)

• They can never undo what was done before

• No clear objective function is optimized

Top down Hierarchical Clustering

• Start with one universal cluster, find two clusters, proceed recursively

• No need to decide about distance between clusters

• They can be fast (parallel recursion) 𝑂(𝑁2𝑙𝑜𝑔𝑁)

• They rely on Partitioning Clustering
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Partitioning Clustering

Partitioning methods construct a partition of 

𝑁 objects into 𝐾 clusters, 𝐾 is known, and the

partition optimizes a partitioning criterion

Global optimal: exhaustively enumerate all partitions select the best one

• Unfeasible due to the high number of possible partitions: 
𝑁
𝐾

Heuristic methods: select cluster representatives and optimize w.r.t. those

• k-means (MacQueen’67): clusters are represented by the points’ centroids

• k-medoids or PAM (Partition around medoids) (Kaufman & Rousseeuw’87): 

each cluster is represented by one of the objects in the cluster 
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K-means algorithm

One of the simplest unsupervised learning algorithms

• Assumes an Euclidean space 

• Number of clusters 𝐾 is known/fixed a priori Random centroids 

initialization
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K-means example (1)

k1

k2

k3

X

Y

Pick 3 initial cluster 

centers (randomly)
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K-means example (2)

X

Y

k3

k1

k2

Assign points to the closest 

cluster center
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K-means example (3)

X

Y

k3

k1

k2

k1

k3

k2

Move each cluster to the 

center of its points
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K-means example (4)

X

Y

k3

k1

k2

k1

k3

k2

Re-assign points to the 

new clusters
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K-means example (5)

X

Y

k3

k1

k2

Re-compute cluster 

centers

k2

k1

k3

Stop when they do not 

move any more
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What’s behind k-means?

Suppose we have a poor, old, fashioned network allowing 𝐾 values. We 

want to transmit real-valued vectors with lossy compression

Given the two functions:

1. Encode : ℜ𝑚 → [1 . . . 𝐾]

2. Decode :[1 . . . 𝐾] → ℜ𝑚

We can write 𝐷 (a.k.a. Distortion) as:

𝐷 =

𝑛

𝑁

𝑥𝑛 − 𝐷𝑒𝑐𝑜𝑑𝑒 𝐸𝑛𝑐𝑜𝑑𝑒 𝑥𝑛
2
=

𝑛

𝑁

𝑥𝑛 − 𝑐𝐸𝑛𝑐𝑜𝑑𝑒 𝑥𝑛

2

A.k.a. Vector Quantization!
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What’s behind k-means?

What properties must centers 𝑐1, 𝑐2, … , 𝑐𝑘 have when 𝐷 is minimized?

1. 𝑥𝑛 must be encoded by its nearest center otherwise Distortion could 

be reduced by simply replacing 𝐸𝑛𝑐𝑜𝑑𝑒 𝑥𝑛 by the nearest center

2. The partial derivative of Distortion with respect to centers must be 0

This translate into 

1. 𝑐𝐸𝑛𝑐𝑜𝑑𝑒(𝑥𝑛) = 𝑎𝑟𝑔𝑚𝑖𝑛𝑐𝑘 𝑥𝑛 − 𝑐𝑘
2

2. 𝑐𝑘 =
1

𝑥𝑛∈𝐶𝑘
σ𝑥𝑛∈𝐶𝑘

𝑥𝑛

𝐷 =

𝑛

𝑁

𝑥𝑛 − 𝐷𝑒𝑐𝑜𝑑𝑒 𝐸𝑛𝑐𝑜𝑑𝑒 𝑥𝑛
2
=

𝑛

𝑁

𝑥𝑛 − 𝑐𝐸𝑛𝑐𝑜𝑑𝑒 𝑥𝑛

2

Let’s check this 

derivative.

Why?
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What’s behind k-means?

What properties must centers 𝑐1, 𝑐2, … , 𝑐𝑘 have when 𝐷 is minimized?

𝜕𝐷

𝜕𝑐𝑘
=

𝜕

𝜕𝑐𝑘


𝑛

𝑁

𝑥𝑛 − 𝑐𝐸𝑛𝑐𝑜𝑑𝑒 𝑥𝑛

2
=

𝜕

𝜕𝑐𝑘


𝑘

𝐾



𝑥𝑛∈𝐶𝑘

𝑥𝑛 − 𝑐𝐸𝑛𝑐𝑜𝑑𝑒 𝑥𝑛

2
=

=
𝜕

𝜕𝑐𝑘


𝑥𝑛∈𝐶𝑘

𝑥𝑛 − 𝑐𝐸𝑛𝑐𝑜𝑑𝑒 𝑥𝑛

2
= −2 

𝑥𝑛∈𝐶𝑘

𝑥𝑛 − 𝑐𝐸𝑛𝑐𝑜𝑑𝑒 𝑥𝑛 = 0

𝑐𝐸𝑛𝑐𝑜𝑑𝑒(𝑥𝑛) =
1

𝑥𝑛 ∈ 𝐶𝑘


𝑥𝑛∈𝐶𝑘

𝑥𝑛

𝐷 =

𝑛

𝑁

𝑥𝑛 − 𝐷𝑒𝑐𝑜𝑑𝑒 𝐸𝑛𝑐𝑜𝑑𝑒 𝑥𝑛
2
=

𝑛

𝑁

𝑥𝑛 − 𝑐𝐸𝑛𝑐𝑜𝑑𝑒 𝑥𝑛

2
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K-means pros and cons

Advantages

• Simple, understandable, and fast! ☺

• Guaranteed to converge

• Items automatically assigned to clusters

• Relatively efficient: 𝑂(𝑡𝐾𝑁), where 𝑡 is the number of iterations (𝐾, 𝑡 ≪ 𝑁).

Disadvantages

• Must pick number of clusters before hand

• Results can vary significantly depending on initial choice

• All items are forced into a cluster, including noise

• Applicable only when mean is defined (what about categorical data?)

• Not suitable with clusters with non-convex shapes

Some heuristics to 

do this exists …

Fixed by medoids
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K-means: Initialization 1
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K-means: Initialization 2
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Selecting Initial Points

If there are 𝐾 “real” clusters then chance of selecting one centroid from 

each cluster is small, e.g., with clusters of the same size

Possible solutions

• Multiple runs helps, but probability is not on your side

• Initialize on far away points (serial initialization on far away points)

• Sample and use hierarchical clustering to determine initial centroids

• Select more than 𝐾 initial centroids and then select among these initial 

centroids the most widely separated ones

if K=10, then 𝑃 =
10!/1010 = 0.00036

𝑃 =
𝑛𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑤𝑎𝑦𝑠 𝑡𝑜 𝑠𝑒𝑙𝑒𝑐𝑡 𝑜𝑛𝑒 𝑐𝑒𝑛𝑡𝑟𝑜𝑖𝑑 𝑓𝑟𝑜𝑚 𝑒𝑎𝑐ℎ 𝑐𝑙𝑢𝑠𝑡𝑒𝑟

𝑛𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑤𝑎𝑦𝑠 𝑡𝑜 𝑠𝑒𝑙𝑒𝑐𝑡 𝐾 𝑐𝑒𝑛𝑡𝑟𝑜𝑖𝑑𝑠
=

𝐾! 𝑛𝐾

𝐾𝑛 𝐾
=

𝐾!

𝐾𝐾
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K-means: Different Sizes 
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K-means: Different Densities
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K-means: Non-globular Shapes
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What if we increase K?
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What if we increase K?
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What if we increase K? Unfortunately, the 

higher K the lower the 

Distortion 
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Tips and Tricks

Basic K-means can yield empty clusters in the initial assignment of points:

• Choose points contributing most to Distortion/SSE (farthest from centroids)

• Choose a point from the cluster with the highest Distortion/SSE

• If there are several empty clusters, the above can be repeated several times

Pre-processing: 

• Normalize the data

• Eliminate outliers

Post-processing:

• Eliminate small clusters that may represent outliers

• Split ‘loose’ clusters, i.e., clusters with relatively high Distortion/SSE

• Merge clusters that are ‘close’ and that have relatively low Distortion/SSE
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K-medoids algorithm

k-means algorithm is too sensitive to outliers

• An object with an extremely large value may substantially distort the distribution of 

the data and thus the clustering result

k-medoid algorithm uses the most centrally located point in a cluster, as a 

representative point of the cluster

• Idea: use medians, instead of means, to describe the representative point

• Mean of 1, 3, 5, 7, 9 is 5

• Mean of 1, 3, 5, 7, 1009 is 205

• Median of 1, 3, 5, 7, 1009 is 5

• A medoid is always a point inside a cluster, a centroid might not

• A medoid is defined also if the mean is not defined
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PAM: Partitioning around Medoids (1987)

1. Given 𝐾

2. Randomly pick 𝐾 instances as initial medoids 𝑚𝑘

3. Assign each data point to the nearest medoid 𝑚𝑘

4. Calculate the Distortion 𝐷 as the sum of dissimilarities 

of all points to their nearest medoids (squared-error criterion)

5. For each non-medoid point 𝑥

1. Swap 𝑚𝑘 and 𝑥 and calculate the objective function

2. Select the configuration with the lowest cost

6. Repeat (3-6) until no change

Very robust results on 

small datasets, but it 

does not scale …
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Density Based Clustering

Clusters can be defined based on density via density-connected points

• Discover clusters of arbitrary shape

• Handle noise

• Single scan

• Need density parameters as termination condition

Several algorithms proposed:

• DBSCAN: Ester, et al. (KDD’96)

• OPTICS: Ankerst, et al (SIGMOD’99)

• DENCLUE: Hinneburg & D. Keim (KDD’98)

• CLIQUE: Agrawal, et al. (SIGMOD’98)
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Density Based Clustering Ideas (1/2)

The neighborhood of radius 𝜀 of an object is called the 𝜀-neighborhood, 

if it contains at least MinPts objects, then the object is a core object  

• Eps: Maximum radius of the neighbourhood

• MinPts: Minimum number of points in an 

Eps-neighbourhood of that point

Directly density-reachable

• An object 𝑝 is directly density-reachable from 

object 𝑞 if 𝑝 is within the 𝜀-neighborhood of 𝑞
and 𝑞 is a core object

𝑝
𝑞

𝑀𝑖𝑛𝑃𝑡𝑠 = 5
𝐸𝑝𝑠 = 1 𝑐𝑚

𝑞
𝑀𝑖𝑛𝑃𝑡𝑠 = 5
𝐸𝑝𝑠 = 1 𝑐𝑚
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Density Based Clustering Ideas (2/2)

Density-reachable: 

• An object 𝑝 is density-reachable from object 𝑞
w.r.t. Eps, MinPts if there is a chain of points 
𝑝1, … , 𝑝𝑛, with 𝑝1 = 𝑞 and 𝑝𝑛 = 𝑝 such that
𝑝𝑖 + 1 is directly density-reachable from 𝑝𝑖

Density-connected

• A point 𝑝 is density-connected to a point 𝑞
w.r.t. Eps, MinPts if there is a point 𝑜 such that 
both, 𝑝 and 𝑞 are density-reachable 
from 𝑜 w.r.t. Eps and MinPts.

p

q
p1

p q

o
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DBSCAN Definitions

DBSCAN extract clusters as a set of density connected objects

• A density-based cluster is a set of 

density-connected objects that is 

maximal w.r.t. density-reachability

• A border point has fewer than 

MinPts within Eps, but it is in the 

neighborhood of a core point

• A noise point is any point that is

not a core point or a border point
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DBSCAN Algorithm

1. Arbitrary select a point 𝑝

2. Retrieve all points density-reachable from 𝑝 given Eps and MinPts.

1. If 𝑝 is a core point, a cluster is formed.

2. If 𝑝 is a border point, no points are density-reachable from 𝑝 and DBSCAN visits the next 

point of the database

3. Continue the process until all the points have been processed
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DBSCAN: Core, Border and Noise Points

Original Points
Point types: core, 
border and noise

Eps = 10, MinPts = 4
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DBSCAN: Clustering 

Original Points

Eps = 10, MinPts = 4

Clusters

Very Robust to Noise
Can handle clusters of 

different shape
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DBSCAN: When it fails …

Original Points MinPts=4, Eps=9.75
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DBSCAN: When it fails …

Original Points
MinPts=4, Eps=9.92

Issues with high 

dimensional data

Issues with varying 

densities
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DBSCAN: Finding Eps and MinPts

Idea: 𝑘𝑡ℎ nearest neighbors of points

within density-based clusters are

at roughly the same distance

• Noise points have the 𝑘𝑡ℎ nearest 

neighbor at farther distance

• Select 𝑀𝑖𝑛𝑃𝑡𝑠 = 𝑘 and plot sorted 

distance of every point to its

𝑘𝑡ℎ nearest neighbor

Eps=10 change in 

distance behavior!

Select MinPts=4 and sort the 

4th neighbors by distance
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How to evaluate clustering?

Clustering is an unsupervised learning method; how do we evaluate the 

“goodness” of the resulting clusters?

• To determine the clustering tendency of a set of data, i.e., distinguishing 

whether non-random structure actually exists in the data.

• To compare the results of a cluster analysis to externally known results,

e.g., to externally given class labels.

• To evaluate how well the results of a cluster analysis fit the data without 

reference to external information

• To compare the results of two different sets of cluster analyses

• To determine the ‘correct’ number of clusters.
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You can find clusters random data too …
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Cluster validity via Correlation

Compute the Correlation between the Similarity Matrix and the Incidence 

Matrix, which has a 1 if two points are in the same cluster 0 otherwise.

• Only the correlation between n(n-1) / 2 entries needs to be calculated

• High correlation when points that belong to the same cluster are close

• Not a good measure for density-based clusters

Corr = 0.9235 Corr = 0.5810
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Visual Inspection of Cluster Similarity Matrix

You can order the similarity matrix with respect to cluster labels
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Visual Inspection of Cluster Similarity Matrix

You can order the similarity matrix with respect to cluster labels
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Visual Inspection of Cluster Similarity Matrix

You can order the similarity matrix with respect to cluster labels
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Measuring Clusters Validity 

Metrics to evaluate clustering an be classified into

• Internal Indexes: Used to measure the goodness of a clustering structure 

without an external information, e.g., Sum of Squared Error (SSE)

• External Indexes: Used to measure the extent to which cluster labels match 

externally supplied class labels, e.g., Entropy.

• Relative Indexes: Used to compare two different algorithms or clusters
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Internal indexes: SSE

The Sum of Squared Errors (w.r.t. the centroid) can be used to measure 

the goodness of a clustering structure without external information

• Good for comparing two clusterings or two clusters (average SSE)

• Can also be used to estimate (elbow method) the number of clusters

With K=10 change in 

behavior of SSE
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Internal Indexes: Cohesion and Separation 

Cohesion: Measures the affinity among all cluster objects

Separation: Measures how well-separated a cluster is from the others
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Internal Indexes: Cohesion and Separation 

Cohesion: Measures the affinity among all cluster objects

Separation: Measures how well-separated a cluster is from the others
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Internal Indexes: Cohesion and Separation 

Cohesion: Measures the affinity among all cluster objects

Separation: Measures how well-separated a cluster is from the others

Cohesion is measured by the within cluster SSE (WSS=SSE)

Separation is measured by the between cluster SSE where 𝐶𝑘 is the size 

of cluster 𝑘 and 𝑐 is the mean of all centroids

𝑊𝑆𝑆 =

𝑘



𝑥𝑛∈𝐶𝑘

𝑥𝑛 − 𝑐𝑘
2

𝐵𝑆𝑆 =

𝑘

𝐶𝑘 𝑐 − 𝑐𝑘
2 The sum WSS+BSS is 

constant
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Internal Indexes: Silhouette Coefficient

Silhouette Coefficient combine ideas of both cohesion and separation

For an individual point 𝑥𝑛
• Calculate a = average distance of 𝑥𝑛 to the points in its cluster

• Calculate b = min (average distance of 𝑥𝑛 to points in another cluster)

Typically between 0 and 1, the closer to 1 the better

Can compute the Average Silhouette for a cluster or clustering algorithm

s xn = 1 −
a

b
𝑖𝑓 a < b (𝑜𝑟

b

a
− 1 𝑖𝑓 a ≥ b)
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Internal Indexes: Silhouette Coefficient

Silhouette Coefficient combine ideas of both cohesion and separation and 

it can be used to select the number of clusters

With K=10 change in 

behavior of Average 

Silhouette
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Measuring Clusters Validity 

Metrics to evaluate clustering an be classified into

• Internal Indexes: Used to measure the goodness of a clustering structure 

without an external information, e.g., Sum of Squared Error (SSE)

• External Indexes: Used to measure the extent to which cluster labels match 

externally supplied class labels, e.g., Entropy.

• Relative Indexes: Used to compare two different algorithms or clusters
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External Indexes: Precision and Recall (and Purity)

For each single cluster 𝑘 w.r.t. class 𝑗 use precision p𝑘𝑗 and recall r𝑘𝑗
• 𝑁 is the total number of elements to be clustered

• 𝑁𝑘 is the number of elements of cluster 𝑘

• 𝑁𝑗 is the number of elements of class 𝑗

• 𝑁𝑘𝑗 is the number of elements of cluster 𝑘 also belonging to class 𝑗

𝑝𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 𝑘, 𝑗 = 𝑝𝑘𝑗 =
𝑁𝑘𝑗

𝑁𝑘
𝑟𝑒𝑐𝑎𝑙𝑙 𝑘, 𝑗 = 𝑟𝑘𝑗 =

𝑁𝑘𝑗

𝑁𝑗

𝐹 =
2

1/𝑝 + 1/𝑟
=

2𝑝𝑟

𝑝 + 𝑟

Purity is similar to precision; the purity of a cluster is 𝑝𝑘 = max
𝑗

𝑝𝑘𝑗

The purity of a clustering is defined as 𝑝 = σ𝑘=1
𝐾 𝑁𝑘

𝑁
𝑝𝑘
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External Indexes: Entropy

Degree to which each cluster consists of elements of the same class

• Let 𝑝𝑘𝑗 = 𝑁𝑘𝑗/𝑁𝑘 the probability that a member of cluster 𝑘 belong to class j

• Let 𝐿 the number of classes we define cluster entropy as

• The total entropy of a clustering is a sum weighted by the size of each cluster

0 if all members of

cluster k belong to

a single class𝑒𝑘 = −

𝑗=1

𝐿

𝑝𝑘𝑗 log2 𝑝𝑘𝑗

𝑒 = −

𝑘=1

𝐾
𝑁𝑘
𝑁
𝑒𝑘
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External Indexes: Jaccard Similarity

Ideal cluster similarity matrix (n×n) has entries equal to 1 if the two 

objects belong to the same cluster and 0 otherwise

Ideal class similarity matrix (n×n) has entries equal to 1 if the two objects 

belong to the same class and 0 otherwise

We can use the Jaccard similarity between binary vectors

• 𝑓00 number of object pairs having different class and different clusters

• 𝑓01 number of object pairs having different class and same clusters

• 𝑓10 number of object pairs having same class and different clusters

• 𝑓11 number of object pairs having same class and same clusters

𝐽𝑎𝑐𝑐𝑎𝑟𝑑 =
𝑓11

𝑓01 + 𝑓10 + 𝑓11
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Clustering evaluation …

“The validation of clustering structures is the most difficult and frustrating 

part of cluster analysis. Without a strong effort in this direction, cluster 

analysis will remain a black art accessible only to those true believers

who have experience and great courage.”

Algorithms for Clustering Data, Jain and Dubes

Resort to the domain expert 

or plan for validation 

experiments!
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Behind the courtain (4/4)

Validation / Interpretation

• How good are the results? Can we improve on those?

• Are the patterns we discovered sound? According to what criteria?

• Are the criteria sound? Can we explain the result?


